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ABSTRACT
Although automatically collected human travel records can accu-
rately capture the time and location of human movements, they
do not directly explain the hidden semantic structures behind the
data, e.g., activity types and/or travel purposes. Probabilistic topic
models, which are widely used in natural language processing for
document classification, can be used to uncover semantic human
mobility patterns from large amount of spatiotemporal data in an
unsupervised manner. In this case, the trips of an individual user
are treated as words in a document, and each topic is a distribution
over space and time that corresponds to some activity. Specifically,
a classical topic model, Latent Dirichlet Allocation (LDA), is ex-
tended to incorporate multiple heterogeneous trip attributes—the
destination, time of arrival, day of week, and duration of stay. The
proposed methodology is demonstrated using pseudonymized tran-
sit smart card data from London, U.K. The discovered topics reveal
diverse spatiotemporal patterns, and are mostly interpretable. It is
relatively easy to identify work/school, home, and night-life activi-
ties from these topics. The results can be used to infer the latent
activity patterns behind the physical human movements directly
observed in mobility datasets.
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1 INTRODUCTION
Recent years have seen an explosion of large-scale spatiotemporal
datasets related to human movements, such as cellular network
data, transit smart card data, and geo-tagged social media data.
Although such automated data sources can capture the time and
location of human mobility in high precision and fine details, they
do not explicitly provide any semantic information related to travel
behavior, e.g., why people visit a certain place at a certain time.
Human activities have long been recognized as the fundamental dri-
ver for travel demand. In activity-based analysis of travel behavior,
travel is treated as being derived from the need to pursue activities
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distributed in space [3, 4, 8, 24]. The most common way to collect
such information is through manual surveys of individual activity
participation, which are costly and do not scale well. Because of
the limited sample size and observation period, such data may not
be able to capture the diversity and dynamics of activity patterns.
Also, in these surveys, activities are typically treated as predefined
(e.g., home, work, school, recreation). It is questionable such cat-
egorization is complete or detailed enough to represent human
activities. Nevertheless, even without explicit semantic information
from other data sources, longitudinal spatiotemporal data itself
generally contains a significant amount of structure [9]. Assuming
that people’s spatiotemporal choices for each trip they take are
generated based on the activity they intend to participate in at the
destination, it is possible to infer the latent activity patterns that
underlie human mobility. The objective of this work is to develop
a methodology that can uncover the latent activity patterns from
large-scale human mobility datasets.

Automatic activity discovery is a challenging task, as people’s
spatiotemporal choices vary from day to day and from individual
to individual. Some of the variations can be explained by differ-
ent underlying activities (i.e., inter-activity variability), and some
are attributed to exogenous factors (e.g., weather) and thus be-
come inherent randomness for the same activity (i.e., intra-activity
variability). A good approach should be able to sift through large
amounts of noisy data and find meaningful underlying activities.
Similar to activity-based models, a supervised learning approach
would require prior knowledge in the form of predefined activity
categories and labeled data [1, 20]. In contrast, an unsupervised
learning approach does not require training data, and has the po-
tential of automatic discovery of emerging activity patterns [11, 14].
In this work, we develop a novel methodology that extends Latent
Dirichlet Allocation (LDA), a well known probabilistic topic model
first introduced by [7]. Topic models are generative models that rep-
resent documents as mixtures of topics, and assign a topic to each
word in a document. In our model, we treat the travel history of
each individual as a document, and each trip as amulti-dimensional
word. Therefore, our model can incorporate multiple heterogeneous
behavior dimensions, and infer a latent activity for each trip and
an activity mixture for each individual. The inferred activity pat-
terns can then be used to understand, and predict, travel demand.
Understanding human activity patterns has important applications
beyond transportation, such as urban planning, location-based ser-
vices, public health and safety, and emergency response.

2 RELATEDWORK
A plethora of methods have been proposed in the literature to in-
fer activity patterns from human mobility datasets. They can be
generally categorized into two types—supervised learning meth-
ods, and unsupervised learning methods. In supervised learning,
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the true activities associated with travel records need to be pro-
vided. For example, using annotated GPS data, [20] proposed a new
approach for activity inference based on Relational Markov Net-
works (RMN) and Conditional Random Fields (CRF). [1] adopted a
multi-class Support Vector Machine (SVM) approach to infer the
activity type, and validated it on a subset of the 2001 California
Personal Travel Survey data. More recently, researchers turned to
data fusion to form labeled training samples. This was commonly
done by combining mobility data (e.g., transit smart card data)
with survey data [2, 18, 19]. The advancement of information and
communication technologies has made data fusion more feasible.
For example, [17] demonstrated the feasibility of activity inference
using data from the Future Mobility Survey (FMS), a smartphone
based activity-travel survey system, which acquires movement data
through sensors in smartphones and activity information through
a web-based interactive process.

For unsupervised learning, the activity information is not pro-
vided, and the problem is to discover and interpret latent patterns
from the data. In one of the first studies of this kind, [9] used Prin-
ciple Component Analysis (PCA) to extract a set of characteristic
behavior vectors, called “eigenbehavior” from mobile phone data.
Apart from PCA, other variations of dimension reduction methods
have been applied to discover latent patterns from human mobility
data, including non-negative matrix factorization [22], and prob-
abilistic tensor factorization [25]. A Continuous Hidden Markov
Model (CHMM) was proposed in [13] to impute the sequence of
activities for each trip chain. Overall, these methods are not suit-
able for grouped data, where multiple trips associated with the
same individual user are correlated. To model this type of data, a
hierarchical structure is needed.

First introduced by [7], Latent Dirichlet Allocation (LDA) is a
generative probabilistic model for collections of grouped discrete
data. Each group is described as a random mixture over a set of
latent topics where each topic is a discrete distribution over the col-
lection’s vocabulary. Other more recent topic models are generally
extensions of LDA, including dynamic topic model [5], supervised
topic model [6], and Hierarchical Dirichlet Process (HDP) [26]. Orig-
inally designed as a text mining tool, it has found applications in
other fields such as image processing [23] and bioinformatics [21].
For activity recognition, it was first applied to wearable sensor
data in [16]. Regarding its application to mobility analysis, [10, 11]
adapted the LDA model for annotated mobile phone data, in which
a daily mobility of an individual is represented as a “bag of loca-
tion sequences”. Later, a similar approach was used by [14] to find
weekly activity patterns from individual activity information shared
in social media. These studies differ from our work in two ways.
First, the common goal of these studies is to identify routines from
activity data or annotated location data. In comparison, our focus
is on inferring activities from human mobility data, without anno-
tation. Second, the methods proposed in these studies only work
with grouped discrete data (e.g., words), which is what LDA was
originally designed for. In our work, we consider human mobility
as a combination of multiple heterogeneous dimensions, including
both discrete and continuous observations. In the next section, we
will present a new methodology that extends the LDA model to
work with multi-dimensional heterogeneous data, for the purpose
of inferring the latent activity associated with each trip.

A similar approach to ours was proposed by [30] for mobile
context discovery. It considered both spatial and temporal aspects
of human behavior, but only focused on identifying temporal rou-
tines. Specifically, the spatial patterns were forced to be individual-
specific and could not be shared across individuals. This may limit
the method’s capability in inferring activities. The method was
validated on detailed mobile phone data from 20 users with com-
plete survey information. For large-scale application, however, such
detailed information is rarely available. While our methodology
draws many inspirations from [30], we distinguish our work in
several ways. First, both spatial and temporal patterns are treated
as global; they can be shared across individuals. In our model, each
topic (or activity) is characterized by a distinct spatiotemporal dis-
tribution. Second, the duration of a stay is included in our model,
which provides valuable information for activity inference. Third,
we test our methodology using a large collection of individual-level
transit smart card records. Unlike mobile phone data, transit smart
card data is intrinsic to human mobility [28]. As a result, the model
needs to be adapted to match the characteristics of the data.

3 METHODOLOGY
3.1 Problem Formulation
Let us assume that for each userm (m = 1, ...,M), we observe a
collection of Nm trips, and the n-th trip of userm is associated with
a latent topic (or activity) zmn . The goal is to find zmn that can best
explain the observed trips.

Each trip is characterized by a set of attributes, which should be
chosen based on the problem and the available data source. For the
purpose of latent activity inference, we should choose attributes
that are observable from the data and can help distinguish between
different activities. In this study, we consider four trip attributes: the
destination xmn , day of week dmn , time of day tmn , and duration of
stay rmn (i.e., how long the user stays at the destination). Both dmn
and xmn are discrete, but tmn and rmn are continuous variables.
Based on the activity-based analysis framework, the distributions
of these variables depend on zmn .

To reflect individual heterogeneity, each user is characterized by
a multinomial distribution over topics πm . In other words, different
users may have different composition of activities. For example,
some users tend to travel more for commuting, while others travel
more for recreational purposes. πm is used to describe the distribu-
tion of the latent activity zmn of a userm.

Specifically, the model assumes the data are generated according
to the following process:

(1) For each topic z = 1, 2, ...,Z ,
(a) Sample a location distribution θz ∼ Dirichlet(β)
(b) Sample a day of week distribution ϕz ∼ Dirichlet(γ )
(c) Sample a time of day distribution µz ∼ Normal(µ0,τ−10 )
(d) Sample a duration distribution ηz ∼ Normal(η0, λ−10 )

(2) For each individualm = 1, 2, ...,M ,
(a) Sample a topic distribution: πm ∼ Dirichlet(α)
(b) For each trip of the individual n = 1, 2, ...,Nm ,

(i) Sample a topic zmn ∼ Multinomial(πm )
(ii) Sample a location xmn ∼ Multinomial(θzmn )
(iii) Sample a day of week dmn ∼ Multinomial(ϕzmn )
(iv) Sample a time of day tmn ∼ Normal(µzmn ,τ

−1)
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(v) Sample a duration rmn ∼ Normal(ηzmn , λ
−1)

Figure 1: Plate notation of the human mobility LDA model

Table 1: List of notations

Notation Explanation

M number of individuals
Z number of topics
X number of locations
D number of days of week
N total number of trips
Nm number of trips for individualm
xmn destination indicator for the n-th trip of individualm
dmn day of week indicator for the n-th trip of individualm
tmn time of day indicator for the n-th trip of individualm
rmn duration indicator for the n-th trip of individualm
zmn topic assignment indicator for the n-th trip of individualm
πm parameter for the topic distribution of individualm
θz parameter for the location distribution of topic z
ϕz parameter for the day of week distribution of topic z
µz , τ mean and precision for the time of day distribution of topic z
ηz , λ mean and precision for the duration distribution of topic z
α hyperparameter for the topic distribution πm
β hyperparameter for the location distribution θz
γ hyperparameter for the day of week distribution ϕz

µ0, τ0 prior mean and precision for µz
η0, λ0 prior mean and precision for ηz
nz number of trips assigned to topic z
umz number of trips of individualm assigned to topic z
vzx number of trips to location x assigned to topic z
wzd number of trips on day of week d assigned to topic z
sz sum of time of day t for trips assigned to topic z
qz sum of duration r for trips assigned to topic z

The structure of the adapted LDA model is shown in Figure 1,
where the shaded circles represent the observed or pre-specified
variables, and the non-shaded circles represent the latent variables

to be estimated. The complete list of the notation used in this paper
is summarized in Table 1. In this study, we assumeτ and λ are known
and constant regardless of the topic. Given hyperparameters α , β ,
γ , µ0, τ0, η0, and λ0, the generative process described above results
in the following joint distribution:

P(x ,d, t ,r ,z,π ,θ ,ϕ, µ,η)
=P(z | π )P(x | θz )P(d | ϕz )P(t | µz ,τ )P(r | ηz , λ)
·P(π )P(θ )P(ϕ)P(µ)P(η)

(1)

where x , d , t , and r are observed, and z, π , θ , π , µ, and η are
latent variables to be estimated. The hyperparameters are omitted
for clarity.

3.2 Likelihoods
To evaluate the goodness of fit of the modelM, we use the likeli-
hood function, which can be expressed as

L(M) = P(x ,d, t ,r | M)

=

M∏
m=1

Nm∏
n=1

Z∑
zmn=1

P(zmn ,xmn ,dmn , tmn , rmn )
(2)

For then-th trip of them-th individual, the above joint probability
can be further expanded as

P(zmn = z,xmn = x ,dmn = d, tmn = t , rmn = r )

=
( ∫

πm
P(z | πm )P(πm )

)
·
( ∫

θ
P(x | θz )P(θ )

)
·
( ∫

ϕ
P(d | ϕz )P(ϕ)

)
·
( ∫

µ
P(t | µz )P(µ)

)
·
( ∫

η
P(r | ηz )P(η)

)
=

umz + αz∑Z
k=1 umk + αk

· vzx + βx∑X
k=1vzk + βk

· wzd + γd∑D
k=1wzk + γk

·N
(
t | τsz + τ0µ0

τnz + τ0
,

1
τnz + τ0

+
1
τ

)
·N

(
r | λqz + λ0η0

λnz + λ0
,

1
λnz + λ0

+
1
λ

)
(3)

where the first term represents the likelihood of topic assign-
ments, and the second through fifth terms indicate the marginal
likelihood of location, day of week, time of day, and duration of
stay choices given topic assignments. N(t | µ,σ 2) represents the
probability density function for a normal distribution with mean µ
and variance σ 2 (or precision σ−2).

Perplexity is a standard metric in machine learning to measure
the performance of a probabilistic model, and it has been often
used to evaluate topic models such as LDA [11, 14]. A lower per-
plexity value indicates better model performance. It can be directly
calculated based on the likelihood function:

Perplexity = exp
(
− log(L(M))

N

)
(4)

where N is the total number of trips in the data.

3.3 Inference via Gibbs Sampling
In the literature, two types of approximate techniques have been
adopted to estimate the LDA model—variational inference [7] and
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Gibbs sampling [12]. In this work, we use Gibbs sampling ap-
proach, because it is relatively more flexible and easier to imple-
ment. Gibbs sampling is a special case of the Markov Chain Monte
Carlo (MCMC) methods, which can emulate the target posterior
distribution by the stationary behavior of a Markov chain. In high-
dimensional cases, Gibbs sampling works by sampling each dimen-
sion iteratively, conditioned on the values of all other dimensions.

In practice, only x , d , t , and r are observed, and we want to
estimate latent variables z, π , θ , ϕ, µ, and η. However, the latter five
variables can be integrated out, because they can be derived using
the topic variable z:

πmz =
umz + αz∑Z
k=1 umk + αk

(5)

θzx =
vzx + βx∑X
k=1vzk + βk

(6)

ϕzd =
wzd + γd∑D
k=1wzk + γk

(7)

µz =
τsz + τ0µ0
τnz + τ0

(8)

ηz =
λqz + λ0η0
λnz + λ0

(9)

The strategy of integrating out some of the parameters for model
inference is often referred to as collapsed Gibbs sampling. In or-
der to construct a collapsed Gibbs sampler, we need to compute
the probability of a topic being assigned to a trip, given all other
topic assignments to all other trips. Therefore, we can derive the
full conditional topic distribution for a specific trip. Assuming that
xmn = x , dmn = d , tmn = t , and rmn = r , the conditional probabil-
ity of zmn = z is given by

P(zmn = z | z−mn ,x ,d, t ,r )
∝P(zmn = z | z−mn ) · P(xmn = x | zmn = z,z−mn ,x−mn )
·P(dmn = d | zmn = z,z−mn ,d−mn )
·P(tmn = t | zmn = z,z−mn , t−mn )
·P(rmn = r | zmn = z,z−mn ,r−mn )

∝ u−mn
mz + αz∑Z

k=1 u
−mn
mk + αk

· v−mn
zx + βx∑X

k=1v
−mn
zk + βk

·
w−mn
zd + γd∑D

k=1w
−mn
zk + γk

·N
(
t | τs

−mn
z + τ0µ0
τn−mn

z + τ0
,

1
τn−mn

z + τ0
+

1
τ

)
·N

(
r | λq

−mn
z + λ0η0

λn−mn
z + λ0

,
1

λn−mn
z + λ0

+
1
λ

)

(10)

where the superscript −mn signifies leaving the n-th trip of the
m-th individual out of the calculation. Note that Eq. (10) is similar
to Eq. (3), which is not surprising. The probability of a topic assign-
ment is proportional to the joint probability of the data with the
topic assignment.

In practice, it is more convenient to store the input data x , d , t ,
r in arrays, so that xi , di , ti , and ri are the attributes of the i-th
trip in the dataset. In order to keep track of the user that each trip
belongs to, we use another arraym, wheremi indicates the user ID
associated with the i-th trip. See Algorithm 1 for the detailed Gibbs
Sampling procedure.

Algorithm 1:Adapted LDAmodel for latent activity discovery

Data: trip attributes grouped by individual x , d , t , r , andm
Result: topic assignments z, and related latent variables π , θ ,

ϕ, µ, and η
begin

randomly initialize z, and set up auxiliary variables nz ,
umz , vzx ,wzd , sz , and qz ;
foreach iteration do

for i ← 1 to N do
z ← zi , x ← xi , d ← di , t ← ti , r ← ri ,m ←mi ;
nz = nz − 1, umz = umz − 1, vzx = vzx − 1,
wzd = wzd − 1 ;
sz = sz − t , qz = qz − r ;
for k ← 1 to Z do

calculate the conditional probability
P(zi = k |·) based on Eq. (10) ;

end
z′ ← sample from P(zi |·) ;
nz′ = nz′ + 1, umz′ = umz′ + 1, vz′x = vz′x + 1,
wz′d = wz′d + 1 ;
sz′ = sz′ + t , qz′ = qz′ + r ;

end
end
for j ← 1 toM do

calculate πj based on Eq. (5) ;
end
for k ← 1 to Z do

calculate θk , ϕk , µk , and ηk based on Eqs. (6) to (9) ;
end
return z, π , θ , ϕ, µ, η ;

end

3.4 Hyperparameters
The choice of hyperparameters can significantly influence the be-
havior of the model. Typically, symmetric Dirichlet priors are used
in LDA, which means that the a priori assumption is that all pos-
sible outcomes have the same chance of occurring. The Dirichlet
hyperparameters generally have a smoothing effect on multinomial
parameters. Lowering the values of these hyperparameters will
reduce the smoothing effect and increase sparsity of the posterior
distribution. In our model, the sparsity of the πm , θz , and ϕz are
controlled by the Dirichlet hyperparameters α , β , and γ , respec-
tively. A sparser πm means that the model prefers to characterize
each user by few topics. Similarly, a sparser θz or ϕz means that
the model prefers to characterize each topic by few locations or
days of week.

For normal hyperparameters, unless there are strong beliefs
about µz and ηz , it is preferable to set the prior means µ0 and η0 to
the sample averages, and the prior precisions τ0 and λ0 to a small
value (i.e., a large variance) so that a larger range of possible values
of µz and ηz can be explored. In addition, the precision parameters τ
and λ need to be specified as well, which control the concentration
of the distributions of t and r given topic assignment. A larger τ
or λ means that the distribution of t or r given topic z is more
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concentrated on the mean µz or ηz . Both t and r are measured
in hours, and thus µ0, η0, µz and ηz are all in hours. The specific
choices of the hyperparameters used in this study are summarized
as follows:
• αz = 50/Z , for z = 1, ...,Z ; this choice is based on [12].
• βx = 0.1, for x = 1, ...,X ; this choice is based on [12].
• γd = 1, for d = 1, ...,D; typically this value should be much
larger than βx , because D ≪ X in most cases.
• µ0 = 14; this is roughly the mean of t in the data
• η0 = 9; this is roughly the mean of r in the data
• τ0 = λ0 = 1/64 (i.e., standard deviation is 8 hours)
• τ = λ = 1 (i.e., standard deviation is 1 hour)

The only hyperparameter that remains to be set is the number
of topics Z , which we will test in Section 5. Typically, when the
topics are sparse (e.g., β and γ are small, and τ and λ are large), the
model will fit better to the data if Z is set higher [15].

4 DATA
To test the proposed model, we use a dataset of pseudonymised trip
records from more than 100,000 unique smart cards over two years.
The data were made available by Transport for London. We assume
each card corresponds to an individual user. The public transporta-
tion system in London consists of several modes. However, the
dataset only covers the rail-based modes, including London Un-
derground, Overground, and part of National Rail. Therefore, the
dataset can only capture a subset of the trips taken by each user,
which is typical for large-scale mobility data sources.

For each trip in the dataset, we extract four attributes—destination
x , day of weekd , time of day t , and duration of stay r . The first three
attributes are directly obtained from the smart card transaction
recorded when the user exit the transit system at the destination
station. The duration of stay for a trip is defined as the difference
between the end time of the trip and the start time of the next trip.
However, because only a subset of trips are recorded in the data, it
is critical to ensure that the user does not travel to another place
between the two observed trips, referred to as a hidden visit in [29].
If there exists a hidden visit, the true duration of stay would be
unknown. Therefore, we use two thresholds to filter out potential
hidden visits. For a trip to be included in the analysis, (1) the dis-
tance between its destination and the next trip’s origin has to be
smaller than a distance threshold δ = 2 km, and (2) the difference
between its end time and the next trip’s start time has to be smaller
than a duration threshold T = 24 hours. Furthermore, we limit that
each user has to have at least 20 trips, i.e., Nm ≥ 20. After data
preprocessing, we obtain 3,014,534 trips committed by 19,691 users.

Figure 2 illustrates the distribution of the four trip attributes
of interest. Figure 2(a) shows the distribution of the time of day t ,
which is dominated by themorning and afternoon peaks. Figure 2(b)
shows the distribution of the day of week d ; it is clear that there
are more trips on weekdays than weekends. The distribution of the
duration of stay r is shown in Figure 2(c), which is characterized by
three peaks—one in 13-15 hours, one in 9-11 hours, and one in 1-3
hours. They probably roughly correspond to the three categories
of activities—home, work, and other. Figure 2(d) presents the top
20 most popular destinations in our data, and their corresponding
probabilities. Oxford Circus is by far the most popular destination,

Figure 2: Distribution of trip attributes

followed by London Bridge and Stratford. In total, 665 stations
appear in our data, i.e., X = 665. As one can expect, most stations
have relatively low probabilities, many of which are located in the
suburban areas. Showing the top stations may not correctly reflect
the overall spatial patterns. Therefore, we use P(inner) to indicate
the total probability of all the stations located in Inner London, and
P(central) for Central London. Inner London refers to the group of
London boroughs, and the City of London, which form the interior
part of Greater London. Central London is located at the core of
Inner London. In this study, we define Central London as the area
within the congestion charging zone. P(inner) and P(central) are
shown in the top right corner of Figure 2(d).

The distributions shown in Figure 2 are not meant to represent
the overall travel patterns for all transit passengers in London,
which may not be the case given the way we filter the data. For ex-
ample, the popular tourist destinations are likely underrepresented
in the data, because we only include users with at least 20 trips.
Instead, Figure 2 should be used to benchmark the topic-specific
trip attribute distributions presented in Section 5.

5 RESULTS
5.1 Model Selection
The application of the model requires the number of topics Z to
be selected. In the literature, perplexity is often used to choose Z
[11, 14]. Figure 3 shows how the perplexity value varies by Z . A
set of potential values of Z are tested: 5, 10, 15, 20, 30, 40, 50, and
60. We find that when Z < 15, increasing Z drastically decreases
the perplexity; when Z > 15, increasing Z can slightly increase the
perplexity. Therefore, we set Z = 15.

Note that our choice is much lower than the number of topics
chosen in prior studies, which often set Z ≥ 100. However, they are
not comparable because our model structure is different and the
inclusion of continuous variables such as t and r may significantly
affect the number of topics needed to fit the data well. In practice,
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a smaller number of topics is preferable as it is easier to examine
and interpret the results, and less computationally costly to fit the
model.

Figure 3: Perplexity by number of topics

5.2 Topic Analysis
It is worth noting that having Z topics does not mean that they
are equally important; some topics are more prevalent than others.
To measure the importance of a topic, we use the average topic
proportion per user, or 1

M
∑M
m=1 πm . The discovered topics are

ranked by importance. Therefore, the topic index indicates the
order of importance for that topic. The overall importance of the
topics are shown in Figure 4.

Figure 4: Importance of topics

One way to interpret the discovered topics is by examining the
conditional distributions of different trip attributes. Figure 5 shows
the distributions of P(t |z), P(d |z), P(r |z), and P(x |z) for each topic
z. In the figure, each column corresponds to a topic, and each row
corresponds to a specific trip attribute. P(x |z) is shown in the fourth
row. Because it is difficult to visually present the probabilities of
all 665 locations, we only show the top 10 locations related to
each topic. P(inner) and P(central) are embedded in the figure to
represent the overall spatial pattern of each topic.

It is relatively easy to identify topics that are related to work or
school, as morning commuting trips tend to occur during morn-
ing rush hours on weekdays. Topic 1 fits this description, as its
P(t |z) concentrates around 9 am and its P(d |z) is much higher on
weekdays than weekends. Some of the most likely destinations are
important employment centers, such as Canary Wharf and Bank,
and users stay at their destination for around 10 hours. Whereas
Topic 1 represents the typical pattern of going to work, some vari-
ations can be found from other topics. Topic 9, for example, are
similar to Topic 1 in terms of P(t |z), P(d |z), and P(x |z), but they
differ significantly in P(r |z). Topic 9 may be related to employees
getting off work early, or people working on a half-day shift. Topic
11, on the other hand, has a significantly longer duration of stay
than Topic 1. It does not necessarily mean people sometimes work
for more than 12 hours; it is possible that people may participate in
some other activities after work (e.g., having dinner with colleagues)
in the same area. Note that P(central) is significantly higher for
Topic 11, and Central London has a high concentration of both jobs
and recreational/cultural activities. Topics 1, 9, and 11 are colored
in red in Figure 5.

In addition, we can identify topics related to going home by ex-
amining (1) P(t |z) and P(r |z), because people mostly stay at home at
night, and (2) P(inner) and P(central), because residential locations
tend to be more dispersed than other types of locations. Topics
2, 6, and 7 are likely candidates. They are similar in the spatial
dimension, but different in the temporal dimension. Topic 2 likely
represents the typical afternoon commuting trips, arriving home
at around 7 pm and stay there for 14-15 hours. For Topic 6, the
time of arrival is typically later and the duration of stay is shorter.
Interestingly, both Topics 2 and 6 have a much lower probability of
occurring on Fridays than other weekdays. A possible explanation
for this is that most people do not need to go to work on Saturdays;
after going home on Fridays, their duration of stay tends to be
longer than other weekdays. This is partly captured by Topic 7, for
which the duration of stay is much longer than Topics 2 and 6. More
generally, Topic 7 likely captures the activity of going home one
day and not traveling in the morning of next day. As the duration
of stay is capped at 24 hours, the activity of not traveling for more
than a day is be captured in this analysis. Topics 2, 6, and 7 are
colored in green in Figure 5.

It is more challenging to assign specific meanings to the remain-
ing topics, but each of them has distinct spatiotemporal characteris-
tics. Topics 3, 4, and 5 may be general-purpose short visits occurring
at different times of day, with an average duration of a little more
than 2 hours. These short visits can include recreational activities
such as shopping or eating, or work-related activities such as busi-
ness meeting or part-time jobs. It is difficult to distinguish them
based on the available data. Topics 8 and 10 are similar to Topics
3 and 4, respectively, but with longer duration of stay. Topic 10,
and to a less extent Topic 4, are likely related to night life activities,
including, but not limited to, going to theaters, movies, restaurants,
and bars/clubs. Piccadilly Circus and Leicester Square, both located
in London’s Theater district, are among the most likely destinations
for both topics. The duration of stay is even longer for Topics 12
and 13, which are relatively more likely to occur on Saturdays in
Central London. This may be attributed to people spending a whole
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Figure 5: Topic-level spatiotemporal distributions
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Saturday afternoon in the city center for a series of recreational ac-
tivities (e.g., shopping + dinner + movies). Topics 14 and 15 indicate
generic visits to areas outside of Central London.

5.3 User Analysis
Based on the proposed model, a user m is characterized by an
individual-specific topic distribution πm . By definition, πm is a
vector of length Z that corresponds to a categorical probability
distribution over Z topics; in other words,

∑Z
z=1 πmz = 1 ∀m. Thus

πm can be used as a normalized latent feature vector to describe an
individual’s activity pattern, or the combination of topics.

Correlation may exist between topics. If πmj and πmk are pos-
itively correlated across users, it means that Topics j and k are
more likely to co-occur for the same individual. Figure 6 shows the
correlation matrix across the 15 topics. We find that Topics 1 and
2 are likely to co-occur. This is not surprising, as the two topics
represent the primary morning and afternoon commuting activities,
respectively. Topics 11 and 6 are another pair of commuting activi-
ties that has a high probability of co-occurrence. The difference is
that the duration of stay for Topic 11 is generally longer than Topic
1, and the time of arrival at home for Topic 6 is later than Topic 2.
Furthermore, Topics 14 and 15 are also likely to co-occur, as they
are both related to trips going to outside of Central London.

Figure 6: Correlation matrix across topics

The individual-level topic distribution πm also provides a new
way to measure the similarity between users, which can be used
to cluster users based on their activity patterns. We apply the K-
Means algorithm for user segmentation, and chooseK = 6 based on
the inertia value and interpretability of the results. Figure 7 shows
the average πm for each cluster of users. Cluster 1 represent the
users whose activity patterns are relatively evenly distributed to
all topics; they are likely all-purpose travelers. Clusters 2 and 5 are
both patterns of commuters whose activity patterns concentrate
on Topics 1 and 2. In comparison, users in Cluster 5 are mostly
exclusive commuters, while Cluster 2 have a higher proportion of
non-commuting trips. Topic 6 represent an alternative commuting
pattern with high probabilities for Topics 11 and 6. Clusters 3 and 4
represent users who make mostly short visits. Some of these users
may be part-time or shift works who work on one or more shifts.

Figure 7: User segmentation results based on K-means

6 DISCUSSION
Although automatically collected spatiotemporal records can accu-
rately capture the time and location of human movements, they do
not explicitly explain the hidden semantic structures behind the
data, e.g., activity types and/or travel purposes. In this study, we pro-
pose a model to discover latent activities from human mobility data
in an unsupervised manner. The proposed model extends the LDA
topic model by incorporating multiple heterogeneous dimensions of
human mobility. Specifically, four trip attributes—destination, time
of arrival, day of week, and duration of stay—are used in the model
to infer the hidden topical structure, where each topic represents an
latent activity with distinct distribution over these attributes. The
model is demonstrated via a dataset of transit smart card records
from London, U.K. The discovered topics reveal diverse spatiotem-
poral patterns, and are mostly interpretable. It is relatively easy to
identify activities such as work/school, home, and night-life activi-
ties from these topics. Our study makes it possible to enrich human
mobility data with semantically meaningful information, which
mitigates our reliance for manually collected activity-based sur-
veys. In addition, the individual-level topic distribution can be used
to characterize the user’s activity pattern and measure similarity
between users.

While we have shown that many insights about human activ-
ities can be obtained with the proposed model, our work can be
extended in several ways. First, our method requires the number
of topics Z to be selected by the researcher. Typically, preliminary
experiments are needed to choose a reasonable value for Z , which
may not be ideal for general applications. Nonparametric meth-
ods, such as Hierarchical Dirichlet Process, relaxes this constraint
by automatically inferring Z from the data [26]. Second, the topic
distribution is assumed to be stable over time, which may not be
true. However, it has been shown that individual travel patterns can
change in the long term [27]. Dynamic topic models can be used
to analyze the evolution of topics over time [5]. Future research
should explore the applicability of such methods.
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